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Microsoft is actively pushing support for JPEG XR, as shown 
by the fact that JPEG XR is natively supported in all versions of 
Windows Vista. As a conclusion, based on its performance and 
end-user support, JPEG XR is our recommended choice for the 
internet distribution scenario. Figure 2 presents a typical PSNR 
graph – showing PSNR values in function of corresponding bit 
rates – from our tests with lossy image compression.

Figure 2: Typical PSNR graph for lossy image compression 
(scenario 2)

Audio compression

For the content aggregation scenario the following audio com
pression techniques were evaluated: MPEG-4 Audio Lossless 
Coding (ALS), Free Lossless Audio Codec (FLAC), Monkey’s Audio 
(APE), Windows Media Audio (WMA) Lossless 9.2 and WAVPACK. 
Lossless audio compression techniques were selected, since 
they offer sufficient size reduction to be practically useful 

Figure 1: Compression ratios for lossless still image 
compression (scenario 1)

For the second scenario, distribution via the internet, the following 
standardized lossy image coding techniques were tested: JPEG, 
JPEG 2000 and JPEG XR (HDPhoto). The images used were the 
same as for the first scenario but their resolution was uniformly 
reduced to obtain pictures with a maximum height of 768 pixels 
(typical height of a modern computer monitor). The test images 
were coded using different bit rates (ranging from 0.1875 to 3 bits 
per pixel). In each case, the quality of the decoded video material 
was measured using the peak signal-to-noise ratio (PSNR), which 
expresses the quality difference between the original and the 
compressed material. The test results for the second scenario 
clearly show that classical JPEG coding is no match for the other 
two image coding techniques. The results for JPEG 2000 and JPEG 
XR show that JPEG 2000 slightly outperforms JPEG XR. However, 
the performance difference is limited. Based on its performance, 
JPEG 2000 is the winner, closely followed by JPEG XR. However, 
the end-user support for JPEG 2000 is rather limited, whereas 
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Figure 3: Compression ratios for lossless audio compression 
(scenario 1)

The second scenario, internet distribution, warrants the use of lossy 
audio compression techniques for bandwidth efficiency reasons. 
The following audio compression technologies are commonly used 
for distributing audio content via the internet: MPEG-2/MPEG-4 
Advanced Audio Coding (HE-AAC v2), Microsoft Windows Media 
Audio (WMA 10 Pro), Ogg Vorbis (aoTuV), and MPEG-1/2 Layer-3 
– commonly known as ‘MP3’. Unfortunately, the performance 
evaluation of these techniques poses a significant problem. In the 
community of audio compression specialists there is no consensus 
concerning an adequate objective quality measurement tool 
for audio material. This implies that lossy audio compression 
techniques have to be evaluated with standardized subjective tests. 
However, these tests are very complex with very high demands on 
qualified expert listeners and very strict requirements for the testing 

in professional environments, while introducing no quality 
degradation. Apart from MPEG-4 ALS, these compression 
techniques are not officially standardized and WMA Lossless is 
even a closed-source audio compression technique. To evaluate 
the performance of the selected codecs, their compression ratio 
was compared on different representative audio fragments with 
varying characteristics. All fragments had two channels (stereo) 
and a sampling rate of 96 KHz with 24 bits per sample.

The experimental results, graphically presented in Figure 3, 
show that MPEG-4 ALS yields the best compression performance, 
closely followed by Monkey’s Audio. The third place is shared by 
FLAC and WMA Lossless. WAVPACK shows the worst performance. 
Based on compression performance alone, MPEG-4 ALS is 
clearly the winner. However, the current generation of media 
applications seems to have only limited support for lossless audio 
compression in general and for MPEG-4 ALS and Monkey’s Audio 
specifically. FLAC seems to be the most supported lossless audio 
compression technology, followed by WMA Lossless. Therefore 
the conclusion is that FLAC is the lossless audio compression 
technology of choice for the content aggregation scenario.
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resolution (1280x720, 50 frames per second), with 4:2:2 chroma 
subsampling and 10 bits per component, and selected fragments, 
with varying characteristics, were coded using different bit rates 
(ranging from 30 Mbps to 100 Mbps). In each case, the quality of 
the decoded video material was measured using the peak signal-
to-noise ratio (PSNR). Figure 4 presents a typical PSNR graph for 
high resolution, high quality video compression.

Figure 4: Typical PSNR graph for high resolution, high quality 
video compression (scenario 1)

The results show that H.264/AVC Intra performs slightly better 
than MJPEG2000. However, the differences in objective quality 
at the same bit-rate are so small that they will not be visible in 
general. In terms of compatibility with existing and future pro-
fessional production systems, the situation is not entirely clear 
yet. This is most certainly the case in broadcast environments. 

hardware and the testing environment. Because the necessary 
expert listeners were not available for the testing hardware and 
testing environment, the tests were replaced by a literature study 
encompassing test results from subjective tests performed 
by international organizations such as MPEG and EBU and by 
independent audio compression experts. Test results presented in 
the literature indicate that other compression techniques, which 
have been developed more recently, significantly outperformed 
the older MP3 codec. Among these newer techniques, there seem 
to be only small performance differences. On average, HE-AAC v2 
seems to show the best performance. The best supported audio 
compression technology is still MP3, with HE-AAC v2 coming in 
second. Based on its performance and (end-user) support, HE-
AAC v2 is the recommended choice for the internet distribution 
scenario.

Video compression

Given the requirements detailed in the introduction of this chapter, 
two video coding techniques, H.264/AVC Intra and MJPEG2000 
were selected and compared for use in the content aggregation 
scenario. Both MJPEG2000 and H.264/AVC are international 
standards. In both techniques, each frame of the video sequence 
is coded independently, ensuring optimal edit-friendliness. While, 
for still images and audio material, lossless compression was 
advocated for use in the content aggregation scenario, this is not 
a practical solution for video since it implies unrealistic bandwidth 
and storage requirements. However, to ensure high quality results, 
lossy compression with visually imperceptible quality degradation 
is used, which significantly reduces the storage and bandwidth 
requirements in comparison to true lossless coding.

To evaluate the compression efficiency of the selected 
techniques, a performing arts event was captured in 720p HD 
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Additionally, Apple’s popular iPhone and iPod Touch and several 
mobile phones from Nokia and other manufacturers also offer 
H.264/AVC support. As a conclusion, based on its performance and 
end-user support, H.264/AVC is our recommended choice for the 
internet distribution scenario.

Figure 5: Typical PSNR graph for video compression (scenario 2)

Conclusion compression formats 

For the content aggregation scenario, the compression technolo-
gies of choice are the following: FLAC for audio content, JPEG-LS 
for still images and H.264/AVC Intra Only for video content. For 
the internet distribution scenario, the compression technologies 
of choice are the following: MPEG-2/MPEG-4 Advanced Audio 
Coding (HE-AAC v2) for audio content, JPEG XR for still images 
and H.264/AVC for video content.

However, considering its massive adoption in a multitude of other 
markets, H.264/AVC is likely to receive better hardware and soft-
ware support. These reasons lead us to conclude that H.264/AVC 
Intra is the best choice in this scenario.

For the internet distribution scenario, the following coding 
techniques were evaluated: H.264/AVC, MPEG-4 ASP (XViD, 
DivX), VC1 (Windows Media 9 Advanced Profile) and Flash (On2 
VP6). The first three codecs are open international standards, 
while the last one is a proprietary solution, which has become 
a de facto standard in the last few years. All codecs employ 
temporal prediction to obtain optimal rate-distortion performance. 
To evaluate the compression performance of these codecs, 
selected fragments from a recording of the opera Dialogues des 
Carmélites at the Vlaamse Opera in SD format were converted to 
QVGA format (320x240, 25 frames per second) using professional 
editing equipment and thereafter compressed at different bit rates 
ranging from 256 kbps to 1 Mbps. The resulting video quality was 
again measured using the PSNR (see Figure 5 for a typical PSNR 
graph). The results show that H.264/AVC generally achieves the 
best compression efficiency, while VC-1 typically yields the worst 
performance. The results for MPEG-4 ASP lie somewhere in the 
middle between those of the latter two codecs. The results for 
VP6 are harder to interpret. For some sequences, VP6 shows the 
worst performance, while for others it demonstrates the highest 
efficiency. The relative performance also seems to vary depending 
on the target bit-rate. In general, the performance of VP6 should 
be placed somewhere between that of MPEG-4 ASP and VC-1. The 
best performing codec, H.264/AVC, is still relatively new. Despite 
this fact, end-user support for this standard is rapidly growing. 
On one hand, mature open-source solutions are already available 
(ffmpeg). On the other hand, a H.264/AVC decoder has recently 
been added to Adobe’s popular and freely available Flash Player 
10, ensuring high-quality support for the broad end-user market. 
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JPEG-LS for the content aggregation scenario.
The JPEG XR standard defines a feature-complete container 

format organized as a table of Image File Directory (IFD) tags, 
similar to a TIFF 6.0 container. A standard JPEG XR file contains 
image data, an optional planar alpha channel, basic HD Photo 
metadata stored as IFD tags, optional descriptive metadata stored 
as IFD tags, optional Extensible Metadata Platform (XMP) metadata 
encoded in XML and stored as a single IFD tag with extended data, 
optional Exchangeable Image File Format (EXIF) metadata stored 
as a sub IFD table linked by an IFD tag, an optional ICC colour 
profile stored as an IFD tag with extended data. The image data is 
a monolithic self-contained, self-describing JPEG XR compressed 
data structure. The optional alpha channel, if present, is stored 
as separately compressed single channel image data, referenced 
by the appropriate IFD tags; enabling decoding of the image 
data independently of transparency data in applications which 
do not support transparency. In an effort to remain compatible 
with software designed to decode IFD table-based TIFF files, the 
largest possible HD Photo file is 4 GB in length. Even though this 
limit should not raise any concerns in real-life applications, it will 
be addressed in a future update. Taking all these elements into 
consideration, it can be concluded that JPEG XR coded images 
do not need an extra container format for the internet distribution 
scenario.

JPEG-LS uses a file format that is similar to the JPEG 
interchange format (JFIF), as it consists of frames, scans, and 
restart intervals. In fact, JPEG-LS uses the same markers as JPEG 
(except for a few that do not apply). Moreover, it adds new marker 
segments containing JPEG-LS specific information, namely 
specific start-of-frame and start-of-scan marker segments, and 
an LSE marker segment for preset parameters. In fact, unlike 
JPEG, parameters have default values that can be overridden by 
other marker segments. JPEG-LS supports single- and multi-

Container formats

While compression formats are designed to compress the 
multimedia data, container formats, also called wrapper formats, 
are meta-formats that specify how the (compressed) data is 
stored in a file or a stream in order to support functionalities 
such as multiplexing, synchronization, indexing and the addition 
of metadata. Container formats are typically tailored to a specific 
type of multimedia material, be it audio, still images, video or a 
combination of these. Some multimedia container formats, like 
AIFF, WAV and XMF are exclusively designed to contain audio 
data. Other containers, like FITS, JP2, JFIF, EXIF and TIFF, are 
exclusive to still images. Other containers are more flexible and 
can simultaneously hold many types of audio, video and other 
data, such as subtitles, metadata, tags, timeline information, and 
synchronisation information for the playback of the interleaved 
streams. The most commonly used are 3GP, ANIM, ASF, AVI, 
CDXL, DVR-MS, IFF, Matroska, MPEG-2 TS, MP4, MOV, Ogg, OGM 
and Realmedia.

The choice of a multimedia container format requires the 
thorough evaluation of different aspects of container formats: 
market support, overhead of the metadata, support for the 
(advanced) coding features of the intended compression format, 
support for multiplexing, synchronization and indexing, and finally, 
the support for streaming media – which requires the data to be 
stored in chunks inside the container. In the following subsections 
we elaborate on the choice of the proper container format for the 
compression formats selected in the previous section.

Still image containers

According to the previous section, the compression technology 
of choice is JPEG XR for the internet distribution scenario and 
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Quicktime, and RMVB. The most interesting of these are the 
multimedia container MPEG-4 Part 14 (MP4), formerly known 
as ISO/IEC 14496-14:2003 and Matroska. Both container formats 
offer a wide variety of functionality and support for many different 
multimedia compression formats (see further).

Video containers

Video material is usually stored in combination with the 
corresponding audio tracks, subtitles and metadata in a single 
container format. Commonly used formats are AVI, MP4, Matroska 
(MKV/MKA), and MXF.

Audio Video Interleaved (AVI) is a multimedia container 
designed by Microsoft. AVI containers can store multiple audio 
and video streams. The format supports nearly all the audio 
and video formats supported by DirectX and Video for Windows. 
Subtitles and chapters can also be stored inside the container via 
modifications outside Microsoft. An AVI container consists of a 
header with information about the video, e.g., the frame rate, and 
the actual data.

MPEG-4 Part 14 (MP4) is a multimedia container format that 
is part of the MPEG-4 standard. MP4 can store multiple audio and 
video streams. It supports the standard video formats MPEG-1, 
MPEG-2, MPEG-4, and MPEG-4 AVC and the audio formats (HE-)
AAC, MP3, MP2, MP1, CELP, TwinVQ, Vorbis, and Apple Lossless. 
Except for these audio and video compression formats, MP4 
containers can also store private streams. These private streams 
can hold any kind of information. MP4 also supports storing 
images, hyperlinks, subtitles, and chapters.

Matroska is an open-source multimedia container format. It is 
based on EBML (Extensible Binary Meta Language). This is a binary 
byte-bonded format, based on the principles of XML. Matroska has 
two versions: MKV, that stores audio and video streams, and MKA, 

component scans; in this latter case, a single set of context 
counters is used throughout all components, whereas prediction 
and context determination are done independently on each 
component. The data in the component scan can be interleaved 
either by lines or by samples. Since JPEG-LS has its own file 
format, which can foresee most of the required functionality, it is 
unnecessary to use an additional container format.

Audio containers

Some containers are exclusively designed for audio. The most 
widespread audio-only container formats are FLAC, WAV, AIFF, 
and XMF, of which WAV is the most widely used. However, audio is 
also very often wrapped in multi-purpose multimedia containers, 
such as Ogg, MP4 or Matroska. This is usually also the case for 
the compression formats that were withheld before: FLAC for the 
content aggregation scenario and MPEG-2/MPEG-4 Advanced 
Audio Coding (HE-AAC v2) for internet distribution.

The open source FLAC development community proposes 
two alternative containers. The first, also called FLAC, is a very 
minimalistic audio container, designed to be very efficient at 
storing single audio streams. The second is the Ogg multimedia 
container, which enables the mixing of audio, video, metadata, 
etc. The overhead is slightly higher than that of the native FLAC 
container format. The FLAC community advises the use of FLAC 
if only archiving of compressed audio is required. For more 
advanced purposes it advises the Ogg container. Evidently, other 
containers also support FLAC. Sometimes, the open source, 
feature complete multimedia container Matroska is chosen for 
FLAC encoded audio.

MPEG-2/MPEG-4 Advanced Audio Coding (HE-AAC v2) is 
supported by many audio and multimedia containers such as 
3GPP, Flash Video, Matroska, MP4, MPEG-2 TS, NUT, Ogg, 
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the end-user market is limited. This limits the practical choice of 
a video container for H.264/AVC to MP4 and Matroska.

Conclusion container formats

FLAC, JPEG-LS and H.264/AVC Intra Only were advised as the 
compression formats for the content aggregation scenario for 
audio content, still images and video content respectively. For 
the internet distribution scenario, the compression technologies 
of choice are the following: MPEG-2/MPEG-4 Advanced Audio 
Coding (HE-AAC v2) for audio content, JPEG XR for still images 
and H.264/AVC for video content. The encoded data should be 
wrapped in container formats that are fully compatible with 
the compression formats and support the requirements of the 
different scenarios. The advised container formats for the chosen 
compression formats for the content aggregation scenario are:

•	 Ogg or Matroska for FLAC,

•	 JPEG-LS does not need an extra container format, 

•	 MXF for H.264/AVC Intra Only.

The container formats of choice for the internet distribution 
scenario are:

•	 MP4 or Matroska for MPEG-2/MPEG-4 Advanced Audio 
Coding,

•	 JPEG XR does not need an extra container format,

•	 MP4 or Matroska for H.264/AVC.

that can only store audio streams. Matroska containers can hold an 
unlimited number of audio and video streams. It supports nearly 
all the current audio and video codecs. Besides audio and video 
streams it can also store images, subtitles, chapters, DVD-like 
menus, and even fonts for the subtitles. It also allows streaming.

Material eXchange Format (MXF) is a standard container 
format for professional audio and video. The format is specified 
by a set of SMPTE standards. It is an open file format especially 
designed for exchanging audiovisual material together with the 
associated data and metadata during the production process. 
Interoperability is the main goal of MXF. It can be used as a 
streaming format and as a transferring format. MXF supports 
nearly all the current audio and video codecs and also permits 
storing random files. This allows storing transcriptions, images, 
etc. The MXF container consists of a header, footer and body, 
which actually holds the data. The header of the container format 
stores timing parameters, synchronisation information, and 
metadata. The MXF metadata can store information about the file 
structure, the title and keywords, subtitles, reference numbers, 
annotations, version numbers, location, date, etc. To manage the 
complexity and all the degrees of freedom of the MXF container 
format, MXF offers some ‘operational patterns’, or templates.

In the previous section H.264/AVC Intra Only was chosen 
for the content aggregation scenario while H.264/AVC was the 
codec of choice for the internet distribution scenario. H.264/AVC 
Intra Only can be combined with any of the above-mentioned 
video containers but for maximum professional support this 
compression format should be combined with the MXF container 
format. H.264/AVC can also be combined with any of the above-
mentioned video container formats. However, a combination 
with AVI or MXF is not ideal. AVI limits the coding options, e.g. 
B-frames cannot be supported in a straightforward manner, 
which results in suboptimal compression and support for MXF on 
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is to work in the frequency domain instead of the pixel domain, 
hereby avoiding inverse and forward transform operations.

In order to obtain higher compression performance, standard
ization committees have pushed the limits of coding algorithms in 
order to identify spatial, temporal, and statistical dependencies in 
the video stream. As a result, the amount of dependencies in the 
video stream is severely increased. This means that by changing 
one syntax element of the video stream, several other elements 

Transcoding

Video transcoding

In order to match the properties and constraints of transmission 
networks and terminal devices, video transcoding is necessary. 
Video transcoding can be regarded as the process for efficient 
adaptation of video streams. The information of the incoming video 
stream is efficiently reused while, at the same time, the quality 
loss due to the transcoding process is minimized. A number of 
properties and constraints can be the subject or reason for the 
transcoding process, such as bandwidth limitations, packet loss, 
bit rate variation, buffer constraints, display resolution, battery 
life, etc. The properties and constraints implied by the network 
or the device typically have an impact on the bit rate, the frame 
rate, or the spatial resolution. Other types of transcoding exist 
such as the insertion of new information, i.e. a company logo or 
a watermark.

A straightforward solution for transcoding is the concatenation 
of decoder and encoder. Since decoding and encoding is a 
computationally very demanding operation, this solution is very 
time-consuming. To overcome this problem, different alternative 
transcoding solutions have been introduced in the literature 
that try to ‘shortcut’ the transcoding process. Reducing the 
computational efficiency has been a major driving force behind 
the development of new transcoding solutions.

Efficient transcoding of video streams can be performed by re-
using as much of the information as possible from the incoming 
video stream, and by only changing the required data in the video 
stream. This means for example, that the motion vectors will be 
re-used while changes will be made to the residual data (transform 
coefficients). Another way of reducing complexity is by avoiding 
algorithmic operations in the transcoding solution. An example 

Figure 6: Spatial resolution, temporal resolution and bit rate 
reduction transcoding
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are briefly discussed and their strengths and weaknesses are 
indicated:

1)	 Open-loop requantization is a low-complexity transcod-
ing technique that consists of the following operations: 
entropy decoding, requantization, and entropy encoding. A 
number of time-consuming operations are eliminated and 
fast transcoding becomes possible. The main disadvantage 
is that the requantization errors propagate and accumu-
late, which results in increased quality loss. Drift plays an 
important role in H.264/AVC transcoding and its effect on 
visual quality will become more severe. Open-loop requan-
tization as such is practically not usable for transcoding.

2)	 Requantization with compensation is an extension of open-
loop requantization. This single-loop architecture calcu-
lates the requantization errors and compensates with the 
requantization errors for both spatial and temporal predic-
tion in order to restrain drift propagation and accumulation. 
As a result, more processing power and memory buffers 
are required compared to open-loop requantization; how-
ever, this transcoding technique is still faster compared to 
the cascade of decoder and encoder.

3)	 The cascade of decoder and encoder is the only drift-free 
solution for transcoding. This is the most straightforward 
solution since this is the concatenation of decoder and 
encoder. In most cases, this solution is not desirable due 
to the computational complexity as a result of the double-
loop architecture. One way to reduce the computational 
complexity is to reuse the mode and motion data from 
the incoming video stream. This way, complex processes, 
such as mode decision and motion estimation, are avoid-
ed and significant savings can be made in complexity.

can be harmed. Because of the resulting mismatch between the 
transcoder and decoder, drift can arise in the video stream, and 
video quality can degrade. Because of this reason, a significant 
effort related to the development of transcoding algorithms 
was dedicated to assuring visual quality of the transcoded video 
streams. Ideally, the transcoded video stream should have the 
quality of a stream encoded directly with the required parameters. 
The problem of drift together with techniques to stop degradation 
has been extensively studied in literature.

In this project, we have been investigating bit rate reduction 
transcoding and temporal resolution reduction transcoding for 
H.264/AVC video streams.

Bit rate reduction transcoding

The objective of bit rate reduction transcoding is to reduce the 
bit rate of a video stream while maintaining low complexity and 
achieving the highest possible quality. Ideally, the quality of the 
transcoded video stream should have the quality of the video 
stream directly generated at the reduced bit rate.

There are two classes of techniques for bit rate reduction 
transcoding, namely requantization transcoding and dynamic rate 
shaping. Requantization transcoding uses a coarser quantizer 
while dynamic rate shaping discards high-frequency transform 
coefficients. In the scope of the project, we selected requantization 
transcoding for bit rate reduction transcoding.

Different transcoding techniques are proposed in the literature: 
open-loop requantization, requantization with compensation and 
the cascade of decoder and encoder. Problems of drift for MPEG-
2 transcoding are extensively discussed in the literature. New 
coding tools in H.264/AVC cause extra problems for transcoding. 
An evaluation of different techniques for H.264/AVC transcoding 
is presented in the literature. The main transcoding techniques 
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temporal resolution reduction. More recently, hierarchical coding 
structures have been used. Pictures are organized in temporal 
layers. A temporal layer only depends on lower temporal layers. 
As a result, the highest temporal layer can be removed without 
harming the other pictures.

Conclusion transcoding

Transcoding of H.264/AVC has become more difficult due to new 
coding algorithms. The transcoding operation should be care-
fully designed in order to have an optimum trade-off between the 
computational complexity of the transcoding solution and the vis-
ual quality of the transcoded video streams. For bit rate reduction 
transcoding, a hybrid transcoding architecture is presented that 
combines different transcoding algorithms. These algorithms are 
selected based on the picture and macroblock type. This results in 
a fast transcoding solution that minimises quality loss. We found 
that the hybrid architecture performs well for performing arts 
video content. For temporal resolution reduction transcoding, 
the H.264/AVC specification allows flexibility in the selection of 
picture types. This way, different temporal resolution reductions 
can be obtained using different coding structures. This technique 
does not harm the other pictures in the video stream.

Future work

Future work in the domain of digital recording of performing 
arts will probably be driven by the evolution in compression 
techniques. In the short term in particular, the evolution in 
video compression is likely to have a significant influence. More 
specifically, a lot of work is being put into the development of 
Scalable Video Coding (SVC) and Multiview Video Coding (MVC). 

Since none of the transcoding techniques satisfied the require-
ments, we developed a hybrid architecture that combines different 
transcoding techniques depending on the picture and macrob-
lock type. This provides a fast transcoding solution that minimizes 
quality loss due to transcoding. Transcoding tests on performing 
arts video content have shown that the performance of the hybrid 
architecture is close to the cascade of decoder and encoder with 
a significant reduction in transcoding complexity.

Temporal resolution reduction transcoding

The objective of temporal resolution reduction transcoding 
is to reduce the frame rate of a video stream. In the past, this 
was often achieved using motion vector mapping. The mapping 
operation introduces small propagating errors. More recently, 
other approaches have appeared. These approaches make an 
appropriate choice for the coding structure. The coding structure 
allows certain pictures to be dropped without causing errors in 
other pictures.

Before we explain how to compose these coding structures, we 
need to further elaborate on picture types. There are three types 
of pictures: I pictures, P pictures, and B pictures. The I pictures 
are coded independently and only exploit spatial correlation. 
These pictures require more bits compared to P or B pictures 
and are used as random access points in the video stream. The 
P and B pictures exploit both spatial and temporal correlation. 
The P pictures only refer to past reference pictures while the B 
pictures refer to both past and future reference pictures.

In the past, mainly IBBP coding structures were used. 
The P picture is coded before the two consecutive B pictures. 
As a result, there is a structural delay on the encoder side of 
two pictures. When the B pictures are not used as a reference, 
they can be discarded from the video stream. This leads to a 
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Figure 7: Compression and container formats

Scenario Multimedia files Compression 
format

Container 
format

Content  
aggregation

Audio FLAC Ogg or Matroska

Still Images JPEG-LS /

Video H.264/AVC Intra 
Only

MXF

Internet  
distribution

Audio MPEG-2/MPEG-4 
Advanced Audio 
Coding

MP4 or Ma-
troska

Still Images JPEG XR /

Video H.264/AVC MP4 or Ma-
troska

It should be noted that the optimum solutions for the two 
scenarios differ because the requirements of the scenarios 
are different. This implies that there is a need for conversion if 
aggregated content needs to be distributed. The most efficient 
method for this conversion is transcoding, optimized for specific 
compression formats and/or applications. In this chapter, a hybrid 
architecture for transcoding H.264/AVC encoded video with low 
quality loss was presented.

SVC is the efficient combination of the same video content with 
a different resolution, frame rate and/or quality into a single 
encoded video stream. Some of the applications of SVC include 
a scalable production format, offering both a high resolution, a 
high-quality editing format and a low resolution, a lower quality 
browsing format, and a scalable format for distribution over 
channels with different characteristics (bandwidth, error rate, 
etc.). MVC allows the efficient representation of multiple views 
of the same video content into a single encoded video stream. It 
offers interesting possibilities in applications, such as 3D video 
and immersive experiences where the spectator can virtually 
walk on stage during a performance. However, new techniques 
like SVC and MVC and their possible applications will pose new 
requirements on container formats and they will increase the 
need for efficient conversion – transcoding – to application and/
or network specific content.

Conclusions

The goal of this project is a fluent digital dissemination of 
performing arts content. Two different scenarios were identified 
to realize this goal, a content aggregation scenario and an 
internet distribution scenario. This chapter tries to formulate 
recommendations concerning the optimal choice of compression 
and container formats for audio, video and still images in the 
context of these two scenarios. The following table presents the 
advised combinations of compression formats and container 
formats for the different scenarios.
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Until recently, cultural institutions in Flanders had little 
strategy to archive and disseminate their productions. And yet, 
the local government wants the productions to be archived as 
cultural heritage, schools want teaching packs for educational 
purposes, and other (foreign) institutions want production clips 
for promotional or research aims. Therefore, the following issues 
need to be tackled: a) the institutions want an easy-to-use, robust, 
decentralized archive; b) the institutions want to bundle and 
exchange their assets; c) the institutions want to use a common 
metadata schema combined with their own schemas; and d) the 
institutions want their (meta)data enriched and interlinked.

In this project, the problems investigated concern how the 
data should be archived and disseminated and what (meta)data 
schemas and application frameworks should be used. In this 
chapter, the main conclusions of this research are presented. 
Before jumping to conclusions, it is discussed which problems 
have to be tackled when digital material has to be archived and 
disseminated and how a semantic, layered (meta)data model 
answers these issues. In the following section, a semantic layered 
(meta)data model is developed that corresponds to the known 
problems of the previous sections. Following this, the relevance 
of a distributed framework that uses this semantic layered 
(meta)data model taking into account the special requirements 
of the cultural sector is shown. Furthermore, we elaborate on 
how assets can be bundled for dissemination. The next section 

Semantic BRICKS for Performing  
Arts Archives and Dissemination
Sam Coppens, Erik Mannens, Rik Van de Walle (IBBT-MMlab-UGent)
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• 	 Technological changes comprise another threat to digital 
data. Data formats and their inferred formats evolve rapidly. 
They can become obsolete or no longer interpretable in 
the future. The life span of storage techniques is also 
finite. To get rid of the discrepancy between the short life 
span of digital technology and the need for long-term 
preservation, either the old data format must be migrated 
to the new data format, or lasting emulation of the old data 
format must be foreseen. Moreover technical metadata 
must pass sufficient information onto the stored data to 
make fast interventions possible.

• 	 In the long term, even the knowledge domain of the user 
community can change, data specialists come and go, 
or the institutions themselves can be modified or have a 
new task assigned. This possibly leads to interpretation 
problems. The stored data must therefore also contain 
sufficient contextual metadata, so new and future user 
groups can also still interpret the information.

When storing cultural heritage data from several different sectors 
digitally – i.e. broadcasters, libraries, the cultural sector or 
archival institutions – the digital repository will have to process 
a lot of descriptive metadata. Each specific scope stipulates 
which descriptive metadata are necessary. Digital images in a 
library can represent a scanned book, whereas images in the 
possession of a museum probably represent an artwork. Both 
images consequently demand other descriptive metadata fields. 
The digital repository must be able to search within these very 
divergent data sets. For this reason, a layered metadata system 
is necessary.

describes how data can be opened up and made available to the 
masses, whereas the following section shows how one can use 
the wisdom of the crowd by using the Open Linked Data principle 
the other way around. Finally, best practices and conclusions are 
drawn in the final sections.

Why go layered? A brief list of (meta)data problems

A digital repository offers numerous advantages besides 
archiving: spatial bordering blurs, mobility is no longer an 
obstacle, and searching through a vast number of files becomes 
much easier. But a digital repository is not invulnerable. Long-
term preservation of digital multimedia data imposes specific 
requirements on the digital repository. First of all, the software 
and hardware of the digital repository must guarantee long-term 
access to the available information. Next, human intervention is 
still required both in the form of file descriptions, work processes 
and the use of standards to keep the information accessible and 
interpretable as long as possible for the user community.

Digital information is exposed to many threats. Some of these 
also endanger analogous documents, while others only target 
digital information:

• 	 In digital form, information is a mere conceptual object. 
Digital multimedia can easily be copied and altered 
without immediate visible impact on the content therein. 
In comparison with analogue information, it is therefore 
difficult to guarantee the authenticity of digital information. 
Hence, one of the main concerns of long-term preservation 
is permanently guaranteeing the authenticity of data.
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data. To describe the data itself, eXtensible Markup Language 
(XML) was designed. XML is a set of rules for representing and 
structuring data in a textual format. Just like HTML uses tags 
and attributes to describe a web page, XML uses tags to describe 
a piece of data. XML parsers use these tags to extract the right 
piece of data from an XML document. XML documents are well-
formed, because these XML documents are validated against an 
XML schema. An XML schema thus describes the structure of an 
XML document. This schema can, for instance, say that the value 
of the “author” tag must be “a string”.

<document href=”http://www.vti.be/examples/Hamlet.pdf”>

		  <author>William Shakespeare</author>

</document>

The next evolution was the eXtensible HyperText Markup Language 
(XHTML). XHTML restricted the rules of HTML to those of XML. It 
is actually a reformation of HTML to XML. This made it possible 
for XML parsers to parse XHTML documents, or to map XML 
documents automatically to XHTML representations. The benefits 
of XML-based web documents (i.e. XHTML) include searching, 
indexing and parsing as well as future-proofing the web.

XML has been the driving force behind the disclosure of a lot 
of (meta)data that is stored in databases, spreadsheets, technical 
drawings, etc. And yet, XML still has many interoperability issues. 
The same piece of information as in the previous example can be 
described in XML as:

<author>

 <uri>http://www.vti.be/examples/Hamlet.pdf</uri>

 <author>William Shakespeare</author>

</author>

Why go semantic? 
A brief history of knowledge on the web

Nowadays, the web of hypertext is a fact. This web is actually a web 
of documents. These documents are described using Hypertext 
Mark Up Language (HTML). HTML is a language especially 
designed to describe web pages and the links between them. 
Such a web page usually consists of a body of text interspersed 
with multimedia objects, e.g., images, interactive forms, or 
movies. HTML provides a means to describe the structure of text-
based information in a document. It is able to denote text as links, 
headings, tables, etc. This text is supplemented with embedded 
images, interactive forms and other objects. These HTML pages 
can be consulted using HTML browsers, e.g., Mozilla Firefox, 
which can present a web page in a human readable form. 

<html>

	 <body>

	 <p>

	 An image:

	 <img src=”http://www.vti.be/examples/Hamlet.pdf”

		  width=”144” height=”50”>

	 </p>

	 <p>

		  Author: William Shakespeare

	 </p>

	 </body>

</html>

A lot of data presented by web pages comes from (relational) 
databases, spreadsheets, address books, etc. Unfortunately, 
HTML was not created to describe this kind of data. It can only 
describe a web page, which is a visual representation of that 
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document, and defines the semantics of its elements. It allows 
data to be structured with classes and properties on those 
classes. Another extension to RDFS is Web Ontology Language 
(OWL). OWL extends RDFS by introducing even more descriptive 
logic. For instance, it is possible to say that “all tragedies of 
William Shakespeare are plays”, even if that current information 
is not included in the description of a specific play. 

With these latest techniques, the Semantic Web is emerging. 
The machine-readable descriptions enable content managers to 
add meaning to the content, i.e. to describe the structure of the 
knowledge we have about that content. In this way, a machine 
can process knowledge itself using processes similar to human 
deductive reasoning and inference, thereby obtaining more 
meaningful results and helping computers to perform automated 
information gathering and research.

A semantic layered metadata schema proposal

Metadata is actually data about data. Resources are fully 
described using metadata. It accompanies, for instance, a 
multimedia object, describing that multimedia object in a 
machine-readable way. This metadata is described by a metadata 
schema. These metadata schemas are very domain-specific, as 
every domain has different needs in describing their data. The 
major problem we are facing is to bridge the incompatibility of 
the different metadata schemas used all over the arts sector in 
Flanders (and beyond). Our proposed layered ontology will be 
used for the descriptive metadata in the project. This model not 
only leverages the exchange of data between the performing arts 
institutions in Flanders, but also the possible dissemination to 
the general public. The model has to be applicable in the whole 
performing arts sector in Flanders (and preferably beyond). In 

 Or as:

<document href=”http://www.vti.be/examples/Hamlet.pdf”

author=”William Shakespeare” />

These XML documents both describe the same piece of information, 
which is obvious for a human. For a machine parsing these two XML 
documents, these documents produce completely different XML 
trees. This makes it very difficult and syntax-dependent to query 
the XML tree. Furthermore, the tags used in the XML document do 
not mean anything to a machine. For a human, the tags already 
provide a hint of what their semantic meaning may be. This makes 
exchanging information using XML a significant task.

A solution is Resource Description Language (RDF). RDF 
describes information using triples. These triples consist of a 
subject (“http://www.vti.be/examples/Hamlet.pdf“), a predicate 
(“author”), and an object (“William Shakespeare”). Using these 
triples, any piece of information can be described by an RDF graph, 
which consists of a set of triples. These RDF graphs can also be 
described in a textual, interchangeable format, e.g., via RDF/XML, 
N3, Atom, etc. When these textual descriptions are parsed by a 
machine, they all end up with the same RDF tree. This is done by 
RDF reasoners, which build up the RDF tree. This makes querying 
the RDF tree, syntax-independent. Furthermore, all the nodes 
of the RDF tree are given a semantic meaning in RDF. For this 
purpose, RDF introduced namespaces. Namespaces are Uniform 
Resource Identifiers (URIs). By appending a namespace to the XML 
tags, those tags become unique, which makes it possible to define 
the semantics of that tag. A tag with a namespace thus forms the 
predicate in RDF. This allows information to be easily exchanged, 
re-using information and reasoning over that information.

An extension to RDF is RDF Schema (RDFS). RDFS is very 
similar to XML schema: it describes the structure of the RDF 
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and ‘relations’. Attributes (corresponding to the OWL notion of 
a data type property) can take typed literals as value whereas 
relations (corresponding to the notion of an object property) can 
link to other resources such as content items or concepts taken 
from another ontology domain. The sublanguage is OWL DL, not 
OWL FULL. OWL FULL provides the most expressiveness, but 
does not guarantee the support of reasoning software, while OWL 
DL is a little less expressive, but it is guaranteed to be completely 
supported by the RDF reasoners. The framework BRICKS, which 
will make use of this schema and is described in the next section, 
also requires the schemas to be described in OWL DL.

The records are described in Dublin Core (DC). It is the most 
common metadata schema in use and it is general enough to 
describe all the objects of the Flemish performing arts sector. It 
is the largest common divider of all the metadata schemas that 
are used in the performing arts sector in Flanders. On top of 
that, all the fields of the DC model are optional and repeatable. 
This makes it possible to map nearly all the metadata schemas 
to DC. This also makes the Open Archives Initiative framework 
– Protocol Metadata Harvesting (OAI-PMH) compliant, because 
the offering of DC descriptions is a requirement for OAI-PMH 
compliance of the data provider. OAI-PMH is an XML protocol for 
harvesting metadata descriptions. It is used to harvest and share 
metadata. This protocol is a pillar within the BRICKS framework 
to import data from other OAI-PMH compliant repositories. For 
the implementation of the DC schema, all properties of DC were 
modelled as data type properties, which are all optional and 
repeatable.

As mentioned before, this lower layer should deliver at least 
three things: a) the metadata namespace of the originating 
record, b) the URI of the repository it comes from, and c) the 
identifier of that originating record in that repository. This layer 
is based on a schema that is used by the OAI-PMH protocol, 

other words, it has to be general enough. Many of the institutions 
already have descriptions of their objects. Those descriptions are 
formulated using many different metadata schemas. Therefore, 
it should be possible to map those schemas that are already in 
use in the performing arts sector in Flanders to our proposed 
layered schema.

The schema has to deliver all the necessary elements to the 
user so that he can find information on the object of his interest 
(i.e. general search). When the user has found his information, 
he has to be able to link to a more detailed description of that 
object (i.e. specific details). In order to fulfil these requirements 
the model is split into two parts, a description part (for the search) 
and a provenance part (for the detailed info).

The first part or common layer describes the object. This 
description has to be general enough to be applicable to all the 
objects in use, but on the other hand it has to deliver the elements 
so the user can find what he is searching for. This part consists of 
an interoperability layer, a common layer above all the metadata 
schemas that are already in use in the field. This part then 
automatically offers the tools to query all those descriptions. In 
other words it has to be able to answer basic questions like who, 
what, where and when (the famous 4 Ws).

The second part or lower layer contains the information 
needed to link to a more detailed description, mostly to the 
complete record the first part is mapped from. This part has to at 
least reflect the namespace of the schema the original record is 
described with, a URI of the repository the record comes from and 
the identifier of the record in that repository. 

For the definition of the new metadata schema, we used 
W3C’s Semantic Web technology, more specifically the OWL 
ontology language (as described in the previous section). The 
expressiveness of OWL allows fine-grained property definitions to 
be created by splitting the definition of properties into ‘attributes’ 
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The BRICKS architecture is decentralised by default and can be 
used out-of-the-box, thus every performing arts institution can 
deploy its own instance of BRICKS, called a BNode, without any 
problems. These BNodes are able to communicate with each 
other using P2P technologies. These BNodes can thus form a 
network of BNodes. This network allows, for instance, a search 
for data in all the BNodes within that network. Such an approach 
avoids having central hubs whose failure or overload could stop 
the whole system. Hence, BRICKS is a very heterogeneous, 
adaptable system without the need for a central body to maintain 
the system, making BRICKS a cost-effective solution, as 
centralised administration costs for additional personnel and 
money can be avoided.

The BRICKS framework uses OWL to describe its data. As 
discussed in the previous section, this semantic web technique 
describes your data in a very expressive, machine-readable way. 
This promotes data exchange, enriching your data with data from 
other datasets (as will be described in the following sections), 
and complex reasoning over your data. That is why BRICKS was 
chosen as an ideal initial development platform for the bulk of the 
Flemish cultural institutes.

Aggregating resources through OAI-ORE

Besides archiving audio, video, photo, and text, the repository has to 
be able to store aggregations of these objects too. The performing 
arts institutions disseminate not only their performances but also 
introductions to performances, interviews with artists, programme 
brochures, reviews, etc. These aggregations have to be stored, 
disseminated, and exchanged too. For this, we developed an 
ontology based on the Open Archives Initiative Object Reuse and 
Exchange (OAI-ORE) protocol.

indicating the provenance of a record. This schema is described 
in an XML schema, so the schema was ‘ontologised’ in an OWL 
DL schema.

Finally, there needs to be an upper ontology that imports the 
two other ontologies and combines them into one ontology. This 
way each of the imported ontologies, the DC description (the 
common layer), and the Provenance description (the lower layer), 
can be altered independently.

The distributed open-source BRICKS framework

After an initial platform evaluation the distributed semantic open-
source repository BRICKS was chosen as a development platform. 
It is the outcome of the European project Building Resources for 
Integrated Cultural Knowledge Services (BRICKS). The aim of the 
BRICKS project was to design an open user- and service-oriented 
infrastructure to share structured knowledge and resources in 
the Cultural Heritage domain. 

The key feature of BRICKS is its semantic, service-oriented, 
distributed architecture. The Service Oriented Architecture 
(SOA) of BRICKS means that its architecture is composed 
of several generic foundation components (called ‘core’ and 
‘basic’ components). On top of this foundation layer a number of 
additional specialised services are implemented (called ‘pillars’). 
Those services can be invoked by applications as remote services. 
These services are standard Web services described by WSDL 
documents. A BRICKS node (called ‘BNode’) is an application 
that uses these services. This allows BRICKS to be extended 
with other functionalities or services, and makes BRICKS an 
excellent development platform. There is already a basic BNode 
implementation, called ‘Workspace’, available to users, on which 
they can start developing.



132 table of contents 133table of contents

OAI-ORE makes use of resource maps. These resource maps are 
RDF (machine-readable) descriptions of the aggregation. They 
list the aggregated resources, their mutual relations and the web 
context of the aggregation, together with the URI of the resource 
it is describing, i.e., the aggregation. In fact, these resource maps 
are named graphs. These graphs are RDF graphs, sets of triples, 
extended with a name, a URI, for the graph/resource map. The 
named graph is not the aggregation itself, but a representation 
of its description encoded in Atom or RDF/XML, as depicted in 
Figure 1. The ORE model demands that a resource map describes 
just one aggregation. An aggregation, on the other hand, can have 
multiple resource maps, each with its own representation. This 
makes it possible to describe the same aggregation, for instance, 
with an RDF description and an XHTML description. Clients and 
applications need to determine the URI of the resource map from 
the URI of the aggregation, to get a description of the aggregation. 
This can happen in two ways: one way is to append a fragment 
identifier (“#”) to the URI of the resource map. For instance, the 
URI “http://example.com/aggregation” is the URI of the resource 
map, and “http://example.com/aggregation#” is the URI of the ag-
gregation. In practice, this means that every aggregation should 
get a URI, just like any resource on the Web. From this URI, a web 
agent should be able to automatically get a machine-readable de-
scription of the aggregation, namely the resource map. Of course, 
this resource map also has a URI. This URI should be deducted 
from the URI of the aggregation. This is done, for instance, by 
using cool URIs. The web agent adds “.rdf” to the URI of the ag-
gregation and gets its machine-readable description.

Today, many information systems, like content management 
systems, support the storage and identification of aggregations, 
and access to the aggregations and aggregated objects. In most 
systems, these objects vary in semantic type (e.g. article, book, 
video, dataset, etc.) and in metadata file format (e.g. PDF, XML, 
MP3, etc.). These objects can also be stored on different network 
locations, i.e., aggregated objects can be stored locally or 
externally. Information systems store, identify, and deliver access 
to these compound objects in an architecture-specific manner. 
Unfortunately, the way these information systems disseminate 
their compound objects is far from perfect and without any 
broadly accepted standard. In many cases, a lot of the advanced 
functionalities get lost when publishing the compound objects 
on the web. Mostly, the publication is aimed at the end-users 
(humans) and not at agents (machines) such as web crawlers. 
The structure of the object is often embedded in splash pages, 
user interface widgets, etc. This approach makes the structure of 
the compound object unclear for machine-based applications like 
browsers, web crawlers, etc. Consider the example of a scanned 
book, where all the pages get an HTTP URI. A web crawler can 
come across one of these pages and find links to the other pages 
of the book, to the chapter containing that page or to the book 
itself. A web crawler cannot distinguish between these links. For 
the web crawler these are untyped links or links that do contain 
information, but this information remains unreadable to the web 
crawler. Therefore, the order of the pages gets lost, etc.

The OAI-ORE standard tackles this problem by developing a 
standardised, interoperable and machine-readable mechanism 
that can express the information of compound objects. The stand-
ard makes sure that the logical boundaries of the aggregated ob-
jects and their mutual relations remain intact for machine agents 
when publishing the compound object on the web. To achieve this, 
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Linked Open Data to the rescue

Sir Tim Berners-Lee first introduced the term Linked Open Data 
(LOD) in 2006. LOD lets people share structured data on the web 
as easily as they share documents today. It refers to a style of 
publishing and interlinking structured data on the web. LOD lets 
you use RDF data models to publish the structured data on the 
web and uses RDF links to interlink data from different datasets. 
This makes the web one giant database, the Web of Data. 

LOD stipulates four basic principles. The first principle is 
that we first have to identify the items of interest in our domain. 
Those items are the resources that will be described in the data. 
The next principle is that those resources have to be identified 
by HTTP URIs (and avoid schemas such as Uniform Resource 
Names (URNs) and Digital Object Identifiers (DOIs)). The third 
principle is to provide useful information when accessing an HTTP 
URI. The fourth rule is to provide links to the outside world, i.e. 
to connect the data with data from other datasets in the Web of 
Data. This makes it possible to browse data from a certain server 
and receive information from another server. In other words, by 
linking the data with data from other datasets, the web becomes 
one huge database, called the Web of Data.

In practice, this means that every resource described by an 
RDF schema has to be identified by an HTTP URI, (e.g. “http://
dbpedia.org/resource/Playwright”). Every resource should also 
have two representations: an XHTML (human readable) and an 
RDF (machine-readable) representation. Every representation 
also has to be identified by an HTTP URI (e.g. “http://dbpedia.
org/page/Playwright”) for the XHTML representation and for the 
RDF representation (e.g. “http://dbpedia.org/data/Playwright”). 
When coming across the HTTP URI of a resource, the LOD server 
determines which representation should be served, based on 
information in the Accept header of the user’s client, and redirects 

Figure 1:  
Schematic representation  
of an OAI-ORE aggregation
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offers the opportunity to use cool URIs to redirect the client (web 
crawlers, HTTP browsers, machine agents) to the appropriate 
representation. This way, clients that come across the HTTP 
URI of an aggregation can be redirected to the resource map, 
a representation they understand, preserving the typed links 
between the aggregated resources. Hence, storing the resource 
maps and publishing the resource maps as linked data makes the 
repository OAI-ORE compliant. This allows the BRICKS repository 
to manage, exchange, and share aggregates of resources, e.g. 
a video of a performance, accompanied by a program brochure 
and a transcription of the performance, conforming to the OAI-
ORE standard. Because the records are published as LOD, 
the publishing of the records is not handled by the BRICKS 
platform anymore. It becomes solely an administration platform, 
regulating the imports into the triple store.

Getting even more through metadata enrichment

Finally, the stored records, constructed via our metadata schema 
and published as LOD, are extended with links to information from 
datasets like GeoNames and DBpedia. This way, the records are 
enriched with information from external datasets, weaving that 
extra information into the Web of Data.

To enrich the data automatically, the choice was made to 
provide extra information on the title of the resource, the people, 
organisations, events, and the places involved. In practice, this 
means iterating all DC descriptions of the records and seeing if 
there are people, organisations or events in its DC descriptions. 
When such concepts exist in the description, the DBpedia dataset 
is queried, asking for information about that concept. The same is 
done for places, but for these concepts the GeoNames dataset is 
queried. The results, returned from these queries, are HTTP URIs 

the client to the appropriate representation using HTTP’s 303 
redirect and content negotiation.

Publishing resources as LOD, conforms to the way OAI-
ORE offers to publish aggregations. OAI-ORE demands that 
aggregations have to be identified by a URI, and have to be described 
using an RDF schema, i.e. a resource map, which also has a URI. 
When clients use the URI of that aggregation, they should be 
able to automatically detect the URI of the resource map with the 
appropriate representation for the client. This principle conforms 
to the way LOD publishes data, except that with LOD, the client 
gets automatically redirected to the appropriate representation, 
based on the client Accept header (which is a benefit).

For publishing the records from a triple store as LOD, the 
open-source tool Pubby was used. Pubby is actually a Linked 
Data frontend for SPARQL endpoints. A SPARQL endpoint is a web 
service that can handle SPARQL queries. These SPARQL queries 
can be seen as semantic SQL statements. BRICKS does not 
provide such a SPARQL endpoint. That is why the triple store in the 
BRICKS framework was replaced by the open-source OpenLink 
Virtuoso triple store. This triple store offers a SPARQL endpoint by 
default. By configuring Pubby for the SPARQL endpoint, provided 
by the Virtuoso triple store, the records stored in the triple store 
are published as LOD. This means providing HTTP URIs for all 
the records served by the SPARQL endpoint, providing a simple 
HTML interface showing the data available about each resource, 
and taking care of the automatic redirecting to the appropriate 
representation.

In fact the BRICKS framework has no problems storing 
the resource maps, but cannot handle the cool URIs. Within 
BRICKS you cannot define your own URIs. This problem is 
solved by publishing the records from the JENA triple store 
from BRICKS as LOD, as was described above. This way, you get 
full control over the URIs used. Publishing the records as LOD 
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proposed metadata schema. It forms a common interoperability 
and discovery layer on top of the descriptions that are already 
distributed by the institutions. The second layer indicates the 
provenance of the Dublin Core descriptions. In most cases, the 
institutions have their own metadata schema which is mapped to 
Dublin Core. The provenance layer indicates the identifier of the 
original metadata description and the namespace of the original 
metadata schema. This information allows linking to the original 
descriptions, which are in most cases richer in information. To 
aggregate the digital objects in bundles (for educational purposes 
among other things) the BRICKS framework is extended with an 
OAI-ORE web service. It describes aggregations of Web resources 
in a semantic way via dereferencable URI’s. Furthermore, we 
enrich the metadata semantically following the Linked Open 
Data principle. In our case, we apply linguistic processing on 
the plain text contained to various elements of the metadata 
such as title, contributor, subject, and description. The linguistic 
processing consists in extracting named entities such as people, 
organisations, companies, brands, locations, and events using the 
OpenCalais infrastructure. Once the named entities have been 
extracted, we map them to formalised knowledge on the web 
available in GeoNames, for the locations, or in DBpedia, for the 
people, organisations, and events, and feed this new knowledge 
back into the system. This way, BRICKS is semantically adapted 
and extended to offer an end-to-end solution to the institutions 
and third parties (schools, broadcasters, etc.) that can search, 
harvest, and publish all data via web services. 

with extra information on the requested topic. This HTTP URI is 
added to the DC description via the object property: rdfs:seeAlso. 

The descriptions of the resource (values from the dc:description 
datatype property from the DC description) are also examined. 
These strings, describing the resource, are investigated for people, 
organisations, companies, brands, locations, and events. For this, 
we rely on the OpenCalais web service, which is able to investigate 
strings and return certain concepts mentioned in the description. 
The results for the people, organisations, or events concept are 
forwarded to query the DBpedia dataset. The results for the places 
concepts are forwarded to query the GeoNames dataset.

By applying our metadata enrichment algorithms, the records 
are enriched with links to information from an external dataset. 
This not only puts the records on the Web of Data, but also 
enriches these records with extra information.

Best Practice Summary

The solution proposed in this chapter elaborates on the distributed 
semantic open-source BRICKS archiving and distribution 
architecture, since ease of use, robustness, independence of 
central authorities, low cost, and flexibility in offered services 
are crucial within the cultural community. This platform allows 
the institutions to configure, extend and manage their own 
digital repository according to their needs. In order to store 
and exchange all the information on their productions, a new 
layered metadata schema is developed on top of the BRICKS 
framework. This is an OWL DL schema consisting of two layers: 
Dublin Core and Provenance. The Dublin Core layer describes 
the digital objects in a general way as a greatest common divisor. 
All the fields of Dublin Core are optional and repeatable. These 
characteristics allow for easy mapping to and the adoption of the 
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establishing a durable cooperation between all actors involved 
where a) the institutions have an easy-to-use, robust, decentralized 
archive; b) the institutions can bundle and exchange their assets; 
c) the institutions can use a common metadata schema combined 
with their own schemas; and d) the institutions have their (meta)
data enriched and interlinked. 

This is a new approach for disseminating records from the 
performing arts sector. Mobilising the sector to adapt this 
approach is not a trivial task, although the awareness comes from 
the sector itself. This is why VTi, the Flemish Theatre Institute, as 
a coordinating body for the performing arts in Flanders, chose 
to implement this approach first of all and to offer this approach 
as a service to the other institutions in the performing arts. This 
way, the institutions are more easily mobilised and encouraged 
to adopt this way of disseminating archived multimedia of the 
performing arts produced in Flanders.

Conclusion

This chapter showed how performing arts institutions can 
disseminate their content using semantic web technologies, 
like RDF, OWL, and Linked Open Data. The Semantic Web is 
an evolving extension of the World Wide Web in which the 
semantics of information and services on the web is defined, 
making it possible for the web to understand and satisfy both 
the requests of people and machines to use the web content. To 
benefit the search and discovery of the records, these records 
have to be described by a uniform metadata model. This model 
has to be applicable for a variety of data: text, audio, video, and 
aggregations of them. For this purpose, three semantic models 
were designed and implemented: a Dublin Core description, 
describing the resource in a very generic way, a provenance 
description, referencing the original record, which can give a 
more detailed description of the resource than the Dublin Core 
description, and an OAI-ORE model to describe aggregations. 
This way, the performing arts institutions can share and 
exchange their (aggregations of) information, avoiding many 
interoperability issues. By publishing the records in a Linked 
Open Data way, the server can redirect clients (people or 
machines) to the appropriate representation, XHTML for people 
and RDF for machines, which is compliant to the way OAI-ORE 
publishes aggregations. By further enriching the data with 
links to information coming from DBpedia and GeoNames for 
instance, the more expressive records are weaved into the Web 
of Data, making the Web of Data one huge database.

As such, we showed how all performing arts productions 
media can be archived, bundled and disseminated using 
distributed Semantic Web technologies. In the end, everything is 
demonstrated within an end-to-end Proof-Of-Concept showing 
the feasibility of the approach in Flanders’ cultural institutions, 
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IBBT (Interdisciplinary Institute for Broadband Technology) is an 
independent research institute founded by the Flemish govern-
ment to stimulate ICT innovation. The IBBT team offers companies 
and organizations active support in research and development. It 
brings together companies, authorities, and non-profit organiza-
tions to join forces on research projects. Both technical and non-
technical issues are addressed within each of these projects. 

Mission 

Through multi-disciplinary demand-driven research carried out 
for the Flemish business community and the Flemish government, 
IBBT creates highly competent human capital. This research in-
cludes technological as well as legal and social dimensions.

The Flemish government invests in multi-disciplinary broad-
band research. The objective: To make Flanders a leading and 
internationally recognized player in the information society of the 
future.

About IBBT
Stimulating ICT innovation

table of contents
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The environmental impact of ICT

Lots of products and processes tend to leave an ‘ecological foot-
print’. Information and Communication Technology (ICT) is a key 
enabler in lowering these effects. But as ICT uses up 4% of the 
total energy production (taking into account the complete ICT life 
cycle, from production to disposal) green ICT ‘on its own’ should 
also receive our specific attention. To lower energy consumption, 
optimize the usage of materials and enhance the quality of life is 
therefore one of the major challenges at hand. 
IBBT wants to help to create a sustainable society by working on 
these social, environmental and economic aspects of ICT serv-
ices. Thanks to our user-centric approach, we aim to offer new 
experiences while ensuring sustainable development.

Contact

IBBT
Gaston Crommenlaan 8, b102
9050 Gent
Belgium
Tel: + 32 331 48 00 | Fax: + 32 331 48 05
info@ibbt.be
www.ibbt.be

The IBBT organization

•	 The central staff of IBBT consists of 30 fulltime employ-
ees. They are responsible for operational support and ex-
ternal communication.. 

•	 IBBT has an extended network of partners, including over 
300 companies, non-profit organizations, government 
representatives and knowledge centers.

•	 IBBT unites more than 700 researchers from numerous 
Flemish universities and knowledge centers. Each re-
search group is specialized in one or more of the basic 
competencies of IBBT. The composition of the research 
groups is flexible and aligned to the evolving needs of 
companies and organizations.

IBBT’s research domains

IBBT stimulates research that addresses current social and eco-
nomic issues.

•	 eHealth: ICT applications for the healthcare sector 

•	 New Media: exploring the possibilities of new communi-
cation media 

•	 Mobility & Logistics: research into ICT applications that 
enhance the mobility of people and goods 

•	 Enabling technologies: basic research into ICT support 
for a wide range of applications 

•	 eGovernment: ICT applications for public authorities
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Since it was founded in 1987, VTi (Vlaams Theater Instituut) has 
developed into an open organization with strong links to both 
the sector itself and the policy-makers. The reason for its exist-
ence is the need for sound information among the public, thea-
tre professionals, politicians, students, press and academics. On 
performing artists and their work. On cultural policy and stage 
matters. On international work. On developments and trends. On 
infrastructure, distribution and art education.

VTi wants to provide all this information in a broad range of easy-
to-use resources. To this end it currently fulfils three main func-
tions: documentation, research and information/awareness. Its 
intention is in this way to contribute to the ongoing growth of the 
sector and help build a social environment for artistic creation.

Documentation centre for theatre, dance and music-
theatre

VTi assumes responsibility for the intensive documentation of 
performing arts practices. The sector and its context are ob-
served, artistic and policy-making developments are recorded, 
sorted and made accessible by means of the extensive database, 
library and website.

About VTi
Centre for the Performing Arts
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Day-to-day business

VTi’s three core tasks are organically combined in its day-to-day 
business.

In the VTi library visitors can consult books, periodicals, cut-
tings and documentation free of charge and without enrolment. 
It includes:
- documentation on organizations in Flanders
- books on the performing arts, cultural management, policy, art 

education, etc.
- at least 10,000 plays, in both published and manuscript form
- current subscriptions to over 120 professional journals
- cuttings archives of relevant information from newspapers and 

periodicals
- a video library with over 5,000 hours of tapes

The www.vti.be website is intended to be flexible and keep pace 
with current news. It enables you to keep track of VTi’s work, with 
a survey of all its activities and policy documents. In addition, 
the site contains a mass of useful information on the perform-
ing arts sector: the ins and outs of subsidies, a list of premieres, 
the latest job vacancies, etc. An ingenious search engine also 
provides you with a huge amount of online information from the 
database.

The quarterly information booklet Courant keeps performing 
arts professionals up to date with special topics, in-depth arti-
cles and brief news items.

VTi staff also answers specific questions from Belgium or abroad 
by phone, e-mail, fax or post.

Sectorial think-tank in a diverse and international 
Flanders

Applied research is a major component of VTi’s work because 
it converts the information in the database and collections into 
a useful form. The research is applied to actual practices by 
means of descriptive and analytical fieldwork. In this regard, the 
performing arts are not simply the object of research, but also 
play an active part in shaping opinion.

Critical interface between theatre-makers, 
the public and the policy-makers

VTi is a place for knowledge, study and also vision. It is for this 
reason that it sets debates going, and wants to actively inform 
people and increase their awareness. Research and new insights 
are presented as feedback to the sector on the website, in pub-
lications and the periodical Courant, through the library and at 
study sessions. The chief concerns here are reflexive dialogue, 
practical usefulness and an overview of the broader picture.

In all these activities VTi links current events in the performing 
arts to long-term projects. At the moment, for example, special 
attention is being focused on a thorough analysis of artistic prac-
tices and oeuvres, on public participation (concentrating on art 
education, distribution and criticism) and on the challenge of in-
ternational and intercultural cooperation.
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The moment we knew nothing about 
each other (1992) by Peter Handke
in a production of Ruud Gielens 
& Kaaitheater, with music by Jan 
Goovaerts

Play: Simon Allemeersch, Nico 
Boon, Zouhaïr Ben Chikha, Katleen 
Geens, Chun Hee Lommelen, Iris Van 
Cauwenbergh, Geert Vandyck, a.o.
Orchestra: Jan Goovaerts, Rob 
Goovaerts, Jean-Pierre Hallet, Jan Van 
den Bosch, Nele Van den Broeck
Chorus: Tien Callaerts, Filip Coltura, 
Edouard De Boey, Veerle Krokaert, 
Anne Nys, Joke Smedts, Ria Turcksin, 
Ties Van Hooff, Jef Van Laeken
Dramaturgy: Marianne Van Kerkhoven
Assistance to dramaturgy & direction: 
Bart Capelle
Movement advice: Haider Al Timimi
Scenography: Ruud Gielens
Costumes: Ann Weckx

Production: Kaaitheater
Premiere: 18/01/2006 (Brussel) 

Photograph: 
Kurt Van der Elst (www.kvde.be)

www.kaaitheater.be

The Deer House (2008)
by Jan Lauwers & Needcompany

The Deer House is made in 
collaboration with Grace Ellen Barkey, 
Anneke Bonnema, Hans Petter Dahl, 
Viviane De Muynck, Misha Downey, 
Julien Faure, Yumiko Funaya, Benoît 
Gob, Tijen Lawton, Maarten Seghers, 
Inge Van Bruystegem

A Production by Needcompany and 
Salzburger Festspiele
Coproduction: Schauspielhaus Zurich, 
PACT Zollverein (Essen)
Premiere: 28/07/2008 (Salzburg)

Photograph: Maarten Vanden Abeele

www.needcompany.org

Photographs used by courtesy of the producersContact

VTi (Vlaams Theater Instituut)
Sainctelettesquare 19
B-1000 Brussels
Tel: + 32 2 201 09 06 | Fax: + 32 2 203 02 05 
info@vti.be
www.vti.be

VTi staff

Ann Olaerts (director) 
Annick Lesage (documentation)
Christel De Brandt (library) 
Diane Bal (reception) 
Dries Moreels (documentation coordinator) 
Joris Janssens (research) 
Maarten Soete (documentation) 
Marijke De Moor (communication)
Martine De Jonge (library) 
Nikol Wellens (business manager) 
Stefan Maenen (administration)
Wessel Carlier (IT)

You can contact us by e-mail. All our personal e-mail addresses 
have the same format: firstname @ vti . be
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